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Don't Trust the Code

Securing Al-Generated Software
at Machine Speed

Why traditional AppSec fails and how
Checkmarx Developer Assist prevents risk

at machine speed.




Executive Summary

Software is no longer written solely by humans. Itis
generated, completed, refactored, and increasingly decided
by Al. Large language models (LLMs), coding agents, and
Al-native IDEs have fundamentally changed how software
is produced and deployed, and at what speed.

Most organizations operate under an outdated assumption
that Al-assisted code simply speeds up development. Al-
generated software introduces a new scale, a new supply
chain, and entirely new classes of risk that traditional
AppSec tools and processes were never designed to
address. It just amplifies the problem at a much faster pace.

The End of Code Ownership
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This whitepaper argues for a simple but
urgent mindset shift:

If you don’t secure Al-generated
code at the moment it’s created,
you don’t secure it at all.

In the agentic Al era, security must operate
at machine speed - inside the IDE, alongside
the same agents generating the code.
Anything slower is already obsolete.

Why developers no longer fully “own” the code they commit

For decades, software security was built on a clear
assumption: humans wrote code, humans reviewed it, and
humans fixed it.

Al breaks that model.

Today’s developers increasingly act as orchestrators:
prompting, accepting, and modifying code produced by Al
systems. This system speeds up development but creates

a context gap. Developers often cannot fully explain

why a block of code exists, where it originated, or what
assumptions it contains.When no single human truly “owns”
the code, traditional security accountability collapses.

Security must adapt to a world where:

N Code is generated, not authored
N Context is probabilistic, not deterministic
N Velocity exceeds human review capacity

Ownership is no longer enough. Control is required.

As illustrated below, the new modern agentic development
lifecycle (ADLC) is built on collaboration between agents
and humans. This requires trust in the Al-generated code and
proper agentic guardrails that won’t slow down the process.
Humans are kept in the loop for now, but as trust increases,
their involvement will decrease accordingly.
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Vibe Coding vs. Reality

Speed, scale, and invisible risk in Al-generated code

Vibe coding promises flow, speed, and creativity. Developers describe it as
conversational, intuitive, and liberating.

But the security reality is a different story.

Al-generated code:

N Reuses patterns without understanding context

N Reintroduces known vulnerabilities in novel forms
N Optimizes for business-logic over safety
N

Scales mistakes as efficiently as it scales productivity

In practice, these failures don’t appear randomly. They concentrate into a small set of repeatable risk patterns
that are introduced or dramatically amplified by Al-assisted development:

N\ Hallucinated logic: Code that compiles and passes N Insecure defaults at scale: Al reproduces insecure
tests but encodes incorrect assumptions, missing patterns (authentication, cryptography, configuration)
validation, or unreachable edge cases. consistently, and faster than teams can review or correct.

N Dependency amplification and drift: Al-suggested N Context loss between intent and implementation:
packages, transitive dependencies, or version Generated code that diverges from internal standards,
upgrades introduced without awareness of provenance, threat models, or runtime constraints because the Al
maintenance state, or exploit history. lacks organizational and environmental context.

Research from OpenAl and Jellyfish reinforces this pattern: as Al usage increases, so does the number of
bug fixes pushed by engineering teams.

Similarly, benchmarks from BaxBench continuously evaluate model reliability and security, revealing striking
results. For example, the Claude 4 Sonnet reasoning model generates insecure code in over 24% of tested

scenarios.

Riilik Model Correct & Cottoct % Insecure

Secure ¥ of Correct
1 & Claude Opus 4.5 Thinking 56.1% 86.2% 34.9%
2 ® cpr1-5 54.3% 70.7% 231%
3 G) OpenAl 03 46.4% 67.6% 31.3%
4 €3 Claude 4 Sonnet Thinking 45.7% 75.0% 39.1%
5 © GpPT-4.1 40.8% 56.4% 27.7%
6 €3 Claude 3.7 Sonnet Thinking 37.0% 63.3% 415%
7 @ DeepSeek R1 34.4% 58.4% 41.0%

Baxbench Security benchmark across the leading LLMs (Source: Baxbench)

Don't Trustthe Code: Securing Al-Generated Software at Machine Speed 3



The most dangerous myth in modern development is that Al produces

“clean” or “secure-by-default” code. A Stanford university research,
conducted by Dan Boneh and his team, found that “participants who
had access to an Al assistant based on OpenAl’s codex-davinci-002
model wrote significantly less secure code than those without
access. Additionally, participants with access to an Al assistant were
more likely to believe they wrote secure code than those without
access to the Al assistant.” While this research is already a few years
old, the myth that Al-generated code is safer has persisted. Not only
does Al not eliminate risk, but it industrializes it.

This misconception was recently proven in an Anthropic report,
which documented how threat actors manipulated their Claude
Code tool to launch coordinated intrusion attempts across

roughly thirty global organizations, successfully breaching several
targets. Affected sectors spanned technology, financial services,
chemical manufacturing, and government. Notably, Anthropic
characterized this as one of the first large-scale cyberattacks
conducted with minimal human involvement and cautioned that the
proliferation of Al coding tools expanded both the attack surface and
adversary sophistication.

The New Al Software Supply Chain
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“The cybersecurity community

needs to assume a
fundamental change has
occurred: Security teams
should experiment with
applying Al for defense in
areas like SOC automation,
threat detection, vulnerability
assessment, and incident

response and build experience
with what works in their
specific environments.

And we need continued
investment in safeguards
across Al platforms to prevent

adversarial misuse.”

(Anthropic’s Disrupting Al Espionage report)

LLMs, agents, prompts, MCP servers, and IDE extensions

The application footprint is changing yet again. Modern
applications are no longer built solely from source code
and open-source libraries, but from a growing web of Al
components, including:

Foundation models and finetuned LLMs

Coding agents and autonomous workflows

IDE extensions and plugins

MCP servers and agent communication layers
Prompts, embeddings, and model configurations
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Each of these components introduce their own attack

transparency into each component, most Al components are
black boxes with no visibility into what’s happening inside.

accountability.

how Al IDEs, MCP servers, data models, and workflows are
being leveraged. Only with this level of insight can AppSec
teams preserve trust, ensure compliance, and enforce

Positioning application security as the steward of the Al
Al frameworks and libraries ftwar

hain means taking r nsibility not just

for code but for the agents, models, and systems shaping
software delivery. As Al adoption accelerates across
development teams, security teams must ensure proper
governance slowing down the pace of innovation.

Because this is not just a bigger supply chain, itis a less
surface. While in the past security teams had full visible one.

Without a global view of Al assets in use, or an Al Bill of

Materials (Al-BOM), organizations don’t know what they

As organizations begin to embrace an ADLC, they must

establish comprehensive Al visibility, control, and
governance across the entire software supply chain. This
demands continuous awareness of which agents are active
throughout the build process, which LLMs power them, and
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are trusting. In fact, recent research from Checkmarx Zero
highlighted at least 11 emerging security risks related
to MCPs.
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Inside the IDE Is the New Perimeter-SDLC
Shifts Towards ADLC

Where Checkmarx Developer Assist fits by design

Inthe Al era, the IDE is no longer merely a productivity

{} package.json [¢] X

tool for developers, it has become the primary
. . Malicious > {} package.json > {} dependencies
control plane for software creation. Al-native

{
IDEs now orchestrate how code is generated, how "name": "malicious-package-demo",
dependencies are selected, how architectural VRIS MLl ‘
. "description": "Demo of a potentially malicious package with secur
and security patterns are reused, and how trust "main": "index.js",
decisions are made - often implicitly and at machine L . .
ESCRIpESIaT
speed. The IDE is where Al agents operate, where "preinstall": "echo 'Simulating a malicious preinstall script th{
recommendations are accepted, and where software "install": "node -e \"console.log('Simulating a malicious instal
i L "postinstall": "curl -s https://example.com || echo 'Simulating (
direction is set long before code ever reaches a "test": "echo 'Simulating a test that could leak sensitive infor
repository or pipeline. b
"dependencies": {
This shift fundamentally changes the security EETEs Moy ; ) v .
. L "malicious—dependency-simulation": "github:fake-user/malicious—p§
landscape. Every Al-assisted action inside the IDE "lodash": "4.17.11"
introduces potential risk: dependencies are pulled in “lodash": "74.17.21"

h

"keywords": [
scale, and unverified Al-generated code is accepted "security",
"malicious",
"'demo"

without scrutiny, vulnerable patterns are repeated at

as fact. In this environment, security controls that

operate outside the IDE — after commit, after build, 15
"author": "Security Demo <demo@example.com>",

or after deployment — are already misaligned with
"license": "MIT"

how modern software is created. By the time they
engage, critical decisions have already been made
and propagated.

This is why developer-native, agentic application Checkmarx Developer Assist Agent in the Al IDE in action

security embedded directly within the IDE is no

longer optional. It is the onlyviable perimeter — and Checkmarx Developer Assist (see above image) is
designed for this reality. Operating alongside Al coding tools, it provides real-time reasoning, guidance,
and prevention at the exact point where code and trust are established. Rather than interrupting
developer flow, Developer Assist becomes part of it, ensuring that speed and security scale together.
Upon each fix, the agent provides a Safe Refactor ability to ensure that the fixes didn’t break any
dependencies or code that was in the repository prior.

As software creation becomes increasingly autonomous, the IDE emerges as the last and most effective
place to enforce security. With Checkmarx Developer Assist, application security moves upstream into
the developer workflow, transforming the IDE into a governed, intelligent, and secure foundation for Al-
driven software delivery.
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Eliminating Rework Before It Starts

This shift delivers more than better security.
It produces measurable productivity gains.

By preventing vulnerabilities at the moment code is created,
teams eliminate engineering waste that would otherwise
compound downstream.

The impact: 90% of developer security rework is
eliminated with Checkmarx Developer Assist.

Traditional application security assumes vulnerabilities

will be introduced, discovered later, and resolved through
downstream activities. In an Al-driven development model,
that rework scales rapidly and becomes a persistent drag on
velocity.

When security issues are prevented directly in the IDE and
pre-commit, risky code is stopped before it even exists. Most
issues never enter the backlog, never trigger pipeline failures,
and never require downstream remediation.

This is not about shaving minutes off individual fixes. It is
about eliminating entire categories of work that only exist
when vulnerabilities are discovered after the fact.

Because when vulnerabilities slip past commit and are
identified later, developers are pulled into a predictable cycle
of productivity loss:

Context switching and rebuilding mental models
Debugging root causes in unfamiliar or Al-generated code
Fixing and refactoring under delivery pressure

Rerunning builds and waiting on Cl pipelines

K K K K

Back-and-forth PR comments and security reviews

With Checkmarx Developer Assist, issues are identified inline,
explained in developer-native language, and resolved while
the code is still fresh. And Safe Refactor™ ensures every fix

is applied safely without breaking builds or dependencies to
eliminate rework and give back even more time.

The result is not just faster remediation, but a more secure
development model. In an Al-driven environment, speed only
matters if rework does not scale alongside it.

Post-Commit Security Is Equally Important
Al-generated code needs to be secured every step of the way

While developers working alongside agents is the new normal within the Al IDE. Preventing and remediating issues at the
source levelis one of the most critical practices in the vibe coding (Al coding assistants) era — but it is not a 100% guaranteed
solution. Security issues can still slip into the build process and then into the main repositories. This is why organizations that

build an ADLC process need to implement solutions for triaging and remediation at the source control management (SCM)
phase after a build was completed and the pull request (PR) scanning outputs are available.

By employing an agentic approach post-PR that scans through the post build security results, organization gain multiple benefits.
The system cleans the false positives, prioritizes the exploitable vulnerabilities, and offers developers actionable remediation
guidelines, protecting them from malicious code slipping into production. Think about it as a post-IDE guardrail methodology.
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A New Contract Between Dev, Security, and Al
Productivity and security are no longer trade-offs

For years, organizations approached productivity and security
as opposing forces, believing that moving faster inevitably
meant accepting more risk. Al has decisively shattered

that assumption. It has rewritten the rules of software
development, accelerating creation to a scale where
traditional trade-offs no longer apply. The question is no
longer whether teams can move fast or stay secure, but how
security can evolve fast enough to keep up.

Meeting this moment requires equal ambition from
application security. Incremental improvements, additional
scans, or heavier processes will not solve this Al-speed
problem. Security cannot slow development to regain control,
nor can it rely on downstream gates to compensate for
upstream autonomy. Instead, AppSec must be reimagined as
a real-time capability, designed to operate at the same velocity,
intelligence, and scale as Al-driven development itself.

Conclusion

Al-driven software development is accelerating at a pace
the industry has never seen, and risk is scaling just as fast.
The challenge facing organizations is no longer whether
their security models need to evolve, but whether they
can evolve quickly enough to keep up with machine-
speed code generation. In this new reality, trust cannot be
assumed; code must be secured the moment it is created,
not only after it moves downstream.

Experience Checkmarx

The future of application security is not slower, heavier,

or more restrictive tools. It is security that is seamlessly
embedded directly into the developer workflow, agentic
in reasoning and responses, developer-first in guiding
and enabling, and preventing risk at machine-speed.

In this model, security becomes a trusted accelerator rather
than a constraint on innovation.

The organizations that will succeed in this new era will not be
those that blindly trust Al. It will be the ones that recognize a
more complex truth: that Al-generated code demands more
security, not less, the ones that recognize that Al-generated
code is not trustworthy and must be secured.

Supporting References and
Recommended Reading
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Don’t trust the code.
Secure it at the speed it’s created.

Developer Assist FREE today.

Visit checkmarx.dev/free-trial or scan the QR code below to get started.
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Checkmarx is the leader in agentic application security, delivering enterprise-grade protection while lowering engineering costs and
accelerating development velocity. The Checkmarx One platform scans trillions of lines of code each year for companies, cutting
vulnerability density by more than half. It's autonomous security agents detect and counter Al-driven threats across the SDLC, providing
prevention-first protection for legacy, modern, and Al-generated code at enterprise scale.
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